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Abstract 

This white paper provides information about using EMC® 
VPLEX™ Metro distributed virtual volumes with host clusters.  
The paper is an overview of configuration and operational 
considerations when implementing a VMware® HA cluster on 
VPLEX storage. 
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Executive summary  
EMC® VPLEX™ is a federation solution that can be stretched across two 
geographically dispersed data centers separated by synchronous distances 
(maximum distance of separation = 100 km, maximum round trip latency = 5 ms). 
VPLEX provides simultaneous access to storage devices at two sites through creation 
of VPLEX distributed virtual volumes, supported on each side by a VPLEX Cluster. 

Each VPLEX Cluster is itself highly available, scaling from two directors per VPLEX 
Cluster up to eight directors per VPLEX Cluster. Furthermore, each director is 
supported by independent power supplies, fans, and interconnects.  Each VPLEX 
Cluster has no single point of failure. 

Terminology 
 Metro distributed virtual volume—A VPLEX virtual volume with complete, 

synchronized copies of data (mirrors), exposed through two geographically 
separated VPLEX Clusters. Distributed virtual volumes can be simultaneously 
accessed by servers at two separate data centers. 

 Preferred site—With a distributed virtual volume, VPLEX defines a detach rule. 
When there is a communication failure between the two clusters in a VPLEX Metro, 
this detach rule effectively identifies which VPLEX Cluster in a VPLEX Metro should 
detach its mirror leg, thereby allowing service to continue. This VPLEX Cluster, 
which in the presence of failures allows I/Os to continue, is referred to as the 
preferred site for that particular distributed virtual volume. 

NOTE: The other VPLEX Cluster will suspend I/O and is referred to as the non-preferred 
site for that distributed virtual volume. 

Validated configuration  
Figure 1 illustrates the configuration validated by EMC and VMware using VMware® 
HA with a VPLEX Metro deployment. 

 



 5 Using EMC VPLEX Metro with VMware HA 

VPLEX 
Metro

Inter-cluster FC links

SAN 
A1

SAN 
B1

SAN 
A1

SAN 
B1

Mgmt Server VPN conn

VPLEX Distributed Virtual Volume

SAN 
A2

SAN 
B2

SAN 
A2

SAN 
B2

Ethernet L2 
Network (GigE)

ESX HA Cluster

Data Center 1 Data Center 2

Synchronous
Distances

(< 5 msec RTT)

Backend Arrays

 

Figure 1. VPLEX and VMware HA configuration 

Supported use cases for a VMware HA cluster over distance with 
VPLEX Metro 
The following table shows the supported use cases with a VPLEX configuration. 

Table 1. Supported use cases 

Simultaneous access to a shared distributed virtual volume 
from two separate ESX® clusters 

Supported 

HA between a host in ESX cluster 1/Data Center 1 to a host in 
ESX cluster 1/Data Center 2 leveraging the shared distributed 
virtual volume 

Supported 

Stretching an ESX cluster (also known as a stretch ESX cluster) 
between sites leveraging a distributed virtual volume 

Supported 

VPLEX Metro and VMware HA in tandem with ESX 4.1 DRS Host 
Affinity 

Not supported 
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Please see the section Understanding a preferred site for distributed virtual volumes 
for additional details on distributed virtual volumes in VPLEX. 

Configuration requirements 

For support of this configuration, the following requirements must be met: 

 The maximum round trip latency on both the IP network and the Fibre Channel 
network between the two sites must not exceed 5 milliseconds (ms). The IP 
network supports the VMware ESX/ESXi™ hosts and the VPLEX Management 
Console, and the Fibre Channel network is required by inter-cluster links 
connecting the two VPLEX Clusters within VPLEX Metro. 

 The ESX servers in both data centers must have a private network on the same IP 
subnet and broadcast domain. 

 Any IP subnet used where the virtual machine resides must be accessible from 
ESX servers in both data centers. This requirement is important so that clients 
accessing VMs running on ESX servers on both sides are able to function smoothly 
upon any VMware HA triggered VM restart events. 

 The data storage locations including the boot device used by the virtual machines 
must be active and accessible from ESX servers in both data centers. 

 VMware vCenter™ Server must be able to connect to ESX servers in both data 
centers. 

 The VMware datastore for the VMs running in the ESX cluster is provisioned on 
distributed virtual volumes. 

 The maximum number of hosts in the HA cluster must not exceed eight hosts, with 
four hosts on each site. 

Note that the ESX servers forming the VMware HA cluster are on either side of the 
VPLEX Metro deployment. 

Please see the section Understanding a preferred site for distributed virtual volumes 
for additional requirements for VPLEX distributed virtual volumes. 

Understanding a preferred site for distributed virtual volumes 

For each distributed virtual volume, VPLEX defines a detach rule. When there is a 
communication failure between the two clusters in the VPLEX Metro, this detach rule 
identifies which VPLEX Cluster in a VPLEX Metro should detach its mirror leg, thereby 
allowing service to continue. The detach rule effectively defines a preferred site if 
VPLEX Clusters lose communication with each other. The purpose of having a defined 
preferred site is to ensure that there is no possibility of a “split brain” caused by both 
VPLEX Clusters continuing to allow I/O during a communication failure.  

After a complete communication failure between the two VPLEX Clusters, the 
preferred site continues to provide service to the distributed virtual volume. The other 
VPLEX Cluster will suspend I/O service to the volume and is referred to as the non-
preferred site. The detach rule is at the distributed virtual volume level and hence at 
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any given site could be the preferred site for some distributed virtual volume and non-
preferred site for others. A VPLEX Metro instance can support up to 5,000 distributed 
virtual volumes  and each such volume has its own detach rule. It is therefore 
possible for the same VPLEX Cluster (and therefore the ESX servers connected to it) to 
be on the preferred site with respect to one distributed virtual volume but to be on the 
non-preferred site with respect to another distributed virtual volume. 

There are two conditions that can cause the VPLEX Clusters to lose communication: 

 Total VPLEX Cluster failure at one site (failure of all directors in a VPLEX Cluster): A 
complete VPLEX Cluster failure triggers the detach rule behaviors since the 
surviving VPLEX Cluster does not have the ability to determine distinguish 
between interlink communication loss and VPLEX Cluster failure. As a result, 
distributed virtual volumes whose preferred site is the surviving VPLEX Cluster will 
continue to run without interruption. The distributed virtual volumes, whose 
preferred site is the failed VPLEX Cluster site, will enter into I/O suspension until 
manual intervention is performed. 

 Failure of the inter-cluster communication links (VPLEX Cluster partition): The 
VPLEX Cluster partition case will also trigger the execution of the detach rule. Each 
distributed virtual volume will allow I/O to continue on its preferred site and 
suspend I/O on its non-preferred site. 

When the VPLEX Cluster failure or VPLEX Cluster partition condition is resolved, the 
VPLEX Metro distributed virtual volume gets re-established, enabling I/O on both 
VPLEX Metro sites. 

Tested scenarios 

In Table 2, the following terminology is used: 

 VMs running in the preferred site refers to VMs running on the preferred site for 
the Metro distributed virtual volume supporting the datastore for those VMs. 

 VMs running in the non-preferred site refers to VMs running on the non-preferred 
site for the Metro distributed virtual volume supporting the datastore for those 
VMs. 

Table 2. Failure scenarios and impacts 

Scenario VPLEX behavior VMware HA impact 

Single VPLEX back-end 
(BE) path failure 

VPLEX will switch to alternate paths to the same 
BE array and continue to provide access to the 
Metro distributed virtual volumes exposed to 
the ESX servers. 

None. 

Single VPLEX front-end 
(FE) path failure 

The ESX server will be expected to use alternate 
paths to the Metro distributed virtual volumes. None. 
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BE array failure 
(preferred site for a 
Metro distributed virtual 
volume) 

VPLEX will continue to provide access to the 
Metro distributed virtual volume through the 
non-preferred site BE array. When access to the 
array is restored, the storage volumes from the 
preferred site BE array will be resynchronized 
automatically. 

None. 

BE array failure (non-
preferred site for a Metro 
distributed virtual 
volume) 

VPLEX will continue to provide access to the 
Metro distributed virtual volume using the 
preferred site BE array. When access to the array 
is restored, the storage volumes from the non-
preferred site BE array will be rebuilt 
automatically. 

None. 

Single front-end switch 
failure (preferred site for 
a Metro distributed 
virtual volume) 

VPLEX will continue to provide access to the 
Metro distributed virtual volume via alternate 
paths to the same VPLEX Cluster from the ESX 
server. 

None. 

Single front-end switch 
failure (non-preferred 
site for a Metro 
distributed virtual 
volume) 

VPLEX will continue to provide access to the 
Metro distributed virtual volume via alternate 
paths to the same VPLEX Cluster from the ESX 
server. 

None. 

VPLEX director failure 

VPLEX will continue to provide access to the 
Metro distributed virtual volume through front-
end paths available through other directors on 
the same VPLEX Cluster. 

None. 

Complete site failure 
(where the preferred site 
for a Metro distributed 
virtual volume is in the 
site that has failed) 

VPLEX will suspend I/O on the Metro distributed 
virtual volume on the non-preferred site. Once it 
is determined by the administrator that the site 
has failed, and it is not a case of inter-site 
communication failure, the volumes on the non-
preferred site can be unsuspended ("resumed") 
using the device resume-link-down 
command. 

 

Note that this process is manual intentionally. 
While the automated resumption of I/O works in 
the site failure, it does not work in the VPLEX 
Cluster partition case. Issuing the unsuspend 
command automatically on the non-preferred 
site would cause both sites to become 
simultaneously read-writeable, creating a 
potential split brain condition. 

VMs running in the 
preferred site: VMware HA 
will attempt to bring up the 
failed VMs (by default up 
to five times) on the ESX 
servers supported by the 
non-preferred site for the 
Metro distributed virtual 
volumes. These attempts 
will fail until the volumes 
are unsuspended on the 
non-preferred site. If the 
HA max. restart limit (by 
default five times)  is 
reached, the failed VMs 
need to be manually 
restarted. 

 

VMs running in the non-
preferred site: These VMs 
will see the I/O as being 
suspended and the guest 
OS may hang during this 
time. If VM monitoring is 
turned on, the guest OS 
would be attempted to 
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reset (by default up to 
three times), but the 
attempts will fail until the 
volume is “unsuspended.” 
If the max. reset limit of VM 
monitoring (default three 
times) is reached, the 
failed VMs will need to be 
reset manually. 

 

Complete site failure 
(where the non-preferred 
site for a Metro 
distributed virtual 
volume is in the site that 
has failed) 

VPLEX will continue to provide I/O access to the 
preferred site. 

VMs running in the 
preferred site: No impact. 

 

VMs running in the non-
preferred site: Given that 
the ESX servers have 
failed, the VMs running on 
those ESX servers also fail. 
VMware HA will restart the 
VMs on the ESX servers 
supported by the preferred 
site for the Metro 
distributed virtual volume 
and no administrative 
action is necessary. 

Add ESX server(s) to the 
cluster 

After the ESX servers are registered and added 
to the appropriate VPLEX view, VPLEX will 
provide access to the provisioned Metro 
distributed virtual volumes to the newly added 
host. 

None. 

Remove ESX server(s) 
from the cluster 

After the ESX servers are removed from the 
appropriate VPLEX view and deregistered, the 
ESX server can be removed. 

When the ESX servers are 
placed into maintenance 
mode, the VMs on the ESX 
host are vacated by 
vCenter using vMotion® if 
DRS is enabled in the 
VMware vSphere™ cluster. 
If DRS is not enabled, the 
VMs should be moved 
manually to the other 
hosts before putting the 
host into Maintenance 
mode.  

Multiple ESX server 
failure(s) - power off None. 

VMware HA will restart the 
VMs on any of the 
surviving ESX servers 
within the VMware HA 
cluster, as long as the 
VMware HA Admission 
Control Policy and HA 
release limits (at most four  
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simultaneous hosts 
failures) are not exceeded.  

Multiple ESX server 
failure(s) - Network 
disconnect 

None. 

VMware HA will restart the 
VMs on any of the 
surviving ESX servers 
within the VMware HA 
cluster, as long as the 
isolation response policy is 
to powerOff or shutdown. 
The HA Admission Control 
Policy and the HA release 
limits (at most four  
simultaneous hosts 
failures) should also be 
abided by. If the isolation 
response policy is to 
“leave powered-on,” then 
the VMs will continue to 
run on the isolated host 
and will be accessible for 
management once the host 
is un-isolated.  

Single ESX server and a 
VPLEX director failure at 
the same site 

The surviving VPLEX directors on the VPLEX 
Cluster with the failed director will continue to 
provide access to the Metro distributed virtual 
volumes. 

There is no impact to VMs 
running on the surviving 
ESX servers. VMs running 
on the failed ESX server 
will be restarted by 
VMware HA on the 
surviving ESX servers that 
are part of the vSphere 
cluster using VMware HA. 

Single director and back-
end path failure at the 
same site 

The surviving VPLEX directors on the VPLEX 
Cluster with the failed director will continue to 
provide access to the virtual volumes. VPLEX 
will switch to alternate paths (if available) to the 
same back end and continue to provide access 
to the Metro distributed virtual volumes. 

None. 

ESX server all paths 
down (encountered 
when the ESX server 
loses access to its 
storage volumes, that is, 
VPLEX volumes in this 
case) 

None. 

Ideally the I/Os in the ESX 
host should resume 
automatically once the 
paths are restored. In case 
that does not happen, the 
host may have to be  
rebooted to resume the 
I/Os. If the ESX server is 
restarted, this will cause 
VMware HA to restart the 
failed VMs  on other 
surviving ESX servers 
within the VMware HA 
cluster. 
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VPLEX inter-site link 
failure, VMware ESX 
cluster network intact. 

VPLEX will transition distributed virtual volumes 
on the non-preferred site to the I/O suspension 
state. On the preferred site, the distributed 
virtual volumes will continue to provide access. 

 

Note that in this case, I/O at the non-preferred 
site should not be manually unsuspended. In 
this case, given that both VPLEX Clusters 
survive, the preferred site will continue to allow 
I/O. Unsuspending I/O on the non-preferred site 
will result in the same distributed virtual volume 
to be read-writeable on both legs, creating a 
potential split brain condition.  By restoring the 
inter-site links, the distributed virtual volume 
will become unsuspended on the non-preferred 
site.  

VMs running in the 
preferred site: No impact. 

 

VMs running in the non-
preferred site: These VMs 
will see all I/Os as 
suspended and the guest 
OS may hang during that 
time. If VM monitoring is 
turned on,  VM would be 
attempted to reset (by 
default three times) in the 
same host, but the 
attempts will fail until 
distributed virtual volumes 
are manually 
“unsuspended.” If the 
max. reset limit of VM 
monitoring (default three 
times) is reached, the 
failed VMs will need to be 
reset manually. The 
datastore will not be 
marked as “unavailable,”  
as the path is still active 
but no I/Os will be 
processed.   

Complete dual-site 
failure 

Upon power on of a single VPLEX Cluster, VPLEX 
will intentionally keep all distributed virtual 
volumes in the suspended state even if it is the 
preferred site until such time as it is able to 
reconnect to the other site or unless the 
administrator manually resumes I/Os on these 
volumes using the device resume-link-
down command. This behavior is to account for 
the possibility that I/Os have continued on the 
other site (either automatically, if the other site 
was preferred, or manually, if the other site was 
non-preferred) and thereby protect against data 
corruption. 

If ESX servers are powered 
back on after all the 
distributed virtual volumes 
are manually resumed, the 
HA cluster will recover from 
“Total Cluster Failure” by 
powering on all failed VMs 
automatically. So the 
recovery will be automated 
if the distributed virtual 
volumes and ESX server 
startup order is 
maintained. If the startup 
order is not maintained, 
the failed VMs need to be 
restarted manually. 

Director failure at one 
site (preferred site for a 
given distributed virtual 
volume) and BE array 
failure at the other site 
(secondary site for a 
given distributed virtual 
volume) 

The surviving VPLEX directors within the VPLEX 
Cluster with the failed director will continue to 
provide access to the Metro distributed virtual 
volumes. VPLEX will continue to provide access 
to the Metro distributed virtual volumes using 
the preferred site BE array. 

None. 
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VMware inter-site ESX 
cluster network partition 
but VPLEX WAN links 
remain intact 

None. 

VMs on each site will 
continue running on their 
respective hosts. NOTE: 
Since there is an ESX 
cluster partition, VMware 
HA will attempt to restart 
the VMs on the other site 
(where the VM is not 
currently running) for the 
Metro distributed virtual 
volumes but will fail (after 
five retries by default; note 
that this is configurable). 
This failure is desired and 
expected, and is governed 
via VMware-level locking. 
Once the network partition 
is corrected, HA will need 
to be reconfigured on the 
cluster to fix the HA split 
brain situation. 

VMware inter-site ESX 
cluster network as well 
as VPLEX inter-site 
network partition 

VPLEX will suspend I/O on the non-preferred 
site for a given distributed virtual volume. The 
volumes will continue to have access on the 
distributed virtual volume on its preferred site. 

 

Note that in this case, I/O at the non-preferred 
site should not be manually unsuspended. In 
this case, given that both VPLEX Clusters 
survive, the preferred site will continue to allow 
I/O. Unsuspending I/O on the non-preferred site 
will result in the same Metro distributed virtual 
volume to be read-writeable on both legs, 
creating a potential split brain condition. By 
restoring the inter-site networks, the distributed 
virtual volume will become unsuspended on the 
non-preferred site. 

VMs running in the 
preferred site: The 
powered-on VMs run fine. 
This is an HA split brain 
situation. The non-
preferred site would think 
that the hosts of the 
preferred site are dead and 
would try to restart the 
already powered-on VMs of 
preferred site. The power-
on retry would, however, 
fail for the VMware-level 
lock. By default there 
would be five failed power-
on retries before HA gives 
up. 

 

VMs running in the non-
preferred site: These VMs 
will see the I/O as being 
suspended, and the guest 
OS may hang during this 
time. If VM monitoring is 
turned on, the VMs would 
be attempted to reset (by 
default three times) in the 
same host, but the 
attempts will fail until 
volume is unsuspended.  
In case the maximum reset 
attempt count is reached, 
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manual intervention is 
needed to reset the failed 
VMs. The datastore will not 
be marked as 
“unavailable” as the path 
is still active, but no I/Os 
will be processed. 

This is also a HA split brain 
situation where preferred 
site hosts will think that 
the hosts of non-preferred 
sites are dead and will try 
to restart the failed VMs. 
However, these restart 
attempts will fail as the 
running VMs of the non-
preferred hosts are holding 
the VMware-level lock. 
Once the network partition 
is corrected, HA will need 
to be reconfigured on the 
cluster to fix the HA split 
brain situation. 

 

In the failure modes described above involving VPLEX Cluster failures, after the VPLEX 
Cluster is recovered, it joins back into the VPLEX Metro instance. If a distributed 
virtual volume was running I/O on the peer site (either because this was the preferred 
site or because the administrator had manually chosen to resume I/Os), the joining 
VPLEX Cluster will recognize this and immediately provide the latest data back to the 
hosts accessing the same distributed virtual volume through the joining VPLEX 
Cluster. Any stale data in the joining VPLEX Cluster is discarded and/or overwritten. 

Conclusion  
By using VPLEX distributed virtual volumes, data can be transparently made available 
to all nodes in a VMware HA cluster divided across two physical locations.  

Like a host clustering product, VPLEX is architected to react to failures in a way that 
will minimize the risk of data corruption. With VPLEX, the concept of “preferred site” 
ensures that one site will have exclusive access to the data in the event of an inter-
site failure. This has considerations for VMware HA operations and configuration, 
which have been discussed in this paper. 
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